
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
978-1-4244-1694-3/08/$25.00 ©2008 IEEE 

Parallel Mining of Closed Quasi-Cliques ∗

Yuzhou Zhang†, Jianyong Wang‡, Zhiping Zeng§, Lizhu Zhou�

Tsinghua University
Beijing, 100084, China

zhangyz04@mails.tsinghua.edu.cn†

{jianyong‡,dcszlz�}@tsinghua.edu.cn
clipse.zeng@gmail.com§

Abstract

Graph structure can model the relationships among a set
of objects. Mining quasi-clique patterns from large dense
graph data makes sense with respect to both statistic and
applications. The applications of frequent quasi-cliques in-
clude stock price correlation discovery, gene function pre-
diction and protein molecular analysis. Although the graph
mining community has devised many skills to accelerate the
discovery process, mining time is always unacceptable, es-
pecially on large dense graph data with low support thresh-
old. Therefore, parallel algorithms are desirable on min-
ing quasi-clique patterns. Message passing is one of the
most widely used parallel framework. In this paper, we
parallelize the state-of-the-art closed quasi-clique mining
algorithm called Cocain using message passing. The par-
allelized version of Cocain can achieve 30+ fold speedup
on 32 processors in a cluster of SMPs. The techniques
proposed in this work can be applied to parallelize other
pattern-growth based frequent pattern mining algorithms.

1 Introduction

A frequent pattern means a pattern which occurs more
than a specified times in a database. Frequent pattern min-
ing is one of the most classic topics in data mining and has
been widely studied for more than one decade. The graph
structure can model the relationships among a set of objects,
e.g. the chemical bond structure of the molecules and the
hyperlink structure of the the World Wide Web. A frequent
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subgraph makes sense with respect to both statistic and ap-
plications. As an example of its application, coherent dense
subgraphs mined from massive microarray databases can be
used to predict functions for characterized genes [5, 9, 12].

In the traditional definition of frequent subgraph mining,
when a graph supports a pattern, it means the pattern is an
isomorphic subgraph of the graph. There have been several
studies on frequent subgraph mining [1, 6, 10, 5]. However,
the strictness of the subgraph isomorphism may not be ap-
propriate when we want to discover a set of objects with
consanguinity. The definition of the frequent coherent sub-
graph is different, where a coherent graph is a graph that
satisfies a minimum cut bound. The most notable differ-
ence between the definition of traditional frequent subgraph
mining and frequent coherent subgraph mining is that the
pattern representation of the latter one is a bag of vertex la-
bels without concise topology. A graph supports a coherent
subgraph means that the graph contains all the labels of the
subgraph, and the corresponding vertices are highly con-
nected with each other. Several frequent coherent subgraph
mining algorithms have been proposed [4, 8, 11, 9, 12].
In this study, we parallelize the up to date coherent sub-
graph mining algorithm called Cocain [12] which can dis-
cover frequent quasi-cliques from labeled large dense graph
databases. Simply speaking, a quasi-clique is a subgraph in
which each vertex’s degree is big enough such that the en-
tire subgraph is tightly connected. In addition, the Cocain
algorithm does not require the vertex labels in a graph to be
unique.

Due to the inherent computational complexity of some
kernel graph algorithms, e.g. subgraph isomorphism, fre-
quent graph mining has a reputation to be extremely time
consuming. It is natural to make use of parallel com-
puting power for mining graph patterns from large dense
databases. There have been several parallel graph pattern
mining algorithms. Fatta and Berthold [3] proposed a dis-
tributed frequent subgraph mining algorithm based on the
MoFa algorithm [1] to discover patterns in molecular com-



pounds in grid environment. Meinl et al. [7] parallelized
the gSpan [10] algorithm using a so-called work stealing
technique. Buehrer et al. [2] proposed a parallelized graph
mining algorithm for the CMP architecture. However, to
our best knowledge there is no work on parallelizing any of
the coherent subgraph mining algorithms.

MPI is the de facto programming standard on distributed
memory parallel architectures and it can also be supported
on shared-memory and NUMA (Non-Uniform Memory Ac-
cess) architectures. MPI is considered successful in achiev-
ing portability. Therefore, we choose MPI to parallelize our
frequent quasi-clique mining algorithm. We test our paral-
lel algorithm on the cluster of SMP workstations (Clumps).
Each workstation contains two Intel� Itanium� 2 proces-
sors. To reserve the portability of message passing, we do
not make use of the SMP primitives within the workstation
node but still use MPI. The parallelized version of the Co-
cain algorithm achieves 30+ fold speedup on 32 processors
in the cluster of SMPs.

We tentatively ran the Cocain algorithm on some graph
databases, and found that most of the pattern enumeration
trees are extremely skewed. Several mining load estimate
methods are proposed, but the accuracy is not satisfying.
The way of static load balancing is blocked. Then we
sought to the dynamic methods.

In the dynamic scheme, several aspects are considered
to improve the performance of parallelization. For instance,
the granularity of the mining process is minimized in order
to reduce the task request response time. While waiting for
the task reply, a processor tries to do some closure checking
on locally mined quasi-cliques if they can. As the Cocain
algorithm falls into the class of pattern-growth mining al-
gorithm in the broad sense, the techniques used here are ap-
plicable in parallelizing the pattern-growth based frequent
pattern discovery algorithms.

2 Problem Formulation and Serial Algo-
rithm

In this section, we give a concise introduction to the
problem formulation of closed coherent subgraph mining,
and briefly introduce the serial algorithm, Cocain. We refer
the interested readers to [9, 12] for more details.

2.1 Problem Formulation

Following we first formally define the frequent coher-
ent closed quasi-clique mining problem. We consider undi-
rected vertex-labeled graphs, which do not contain self-
loops, multi-edges, and edge labels. A graph can be formal-
ized by a quaternity, G=(V, E, L, F ). Table 1 summarizes
some notations used.

Notations Description
D graph database
V V = {v1, v2, ..., vk}, the set of vertices
E E ⊆ V × V , the set of edges
L the set of vertex labels
F F :V →L, mapping from vertices to labels
G G = (V, E, L, F ), an undirected vertex-labeled graph
|G| |G| = |V |, the cardinality of G

M(G) the multiset formed by all vertex labels of graph G

NG(v) NG(v) = {u|(v, u) ∈ E(G)}
degG(v) degG(v) = |NG(v)|
ID(g) the instance list of graph g in D

Table 1. Notations

After introducing the notion of a graph, we then define
the quasi-clique.

Definition 2.1. (γ-Quasi-clique)
A k-graph(k≥1) G is a γ-quasi-clique (0≤γ≤1) if
∀v∈V (G), degG(v)≥�γ·(k−1)�.

In the definition of a quasi-clique, the γ is a threshold
which specifies the minimum connectivity between each
vertex and the others within a graph. Bigger γ means bet-
ter tightness of the graph. In addition, it can be proved that
if γ≥0.5 the minimum cut of the graph has a lower bound,
which can guarantee all the vertices in the graph are tightly
connected with each other. Therefore, if a graph is a γ-
quasi-clique where γ≥0.5, it can be said coherent. Figure 1
shows three examples of 0.5-quasi-clique.

Definition 2.2. (γ-Isomorphism)
A graph G1={V1,E1,L1,F1} is γ-isomorphic to another
graph G2 = {V2, E2, L2, F2} iff both of them are γ-quasi-
cliques, |G1|=|G2|, and there exists a bijection f :V1→V2

such that ∀v∈V1,F1(v)= F2(f(v)).

The γ-isomorphism relation between graphs G1 and
G2 is denoted as G1 =γ G2. From the above defini-
tion, we can see that the γ-isomorphism is looser than the
traditional graph-isomorphism. The γ-isomorphism does
not require the vertex bijection f :V (G1)→V (G2) satisfy
(f(u),f(v))∈E(G2) for each edge (u, v)∈E(G1) as in the
graph-isomorphism definition. To be straightforward, if the
multisets of the vertex labels of two γ-quasi-cliques Q1 and
Q2 are the same (i.e. M(Q1) = M(Q2)), then they are γ-
isomorphic to each other (Q1 =γ Q2). For instance, graphs
g1 and g2 in Figure 1 are γ-isomorphic to each other.

For two γ-quasi-cliques Q and Q′, if M(Q)⊆M(Q′),
Q is called a subquasi-clique of Q′, while Q′ is called
a superquasi-clique of Q. We use Q
Q′ or Q�Q′ (i.e.
M(Q) ⊂ M(Q′)) to denote the subquasi-clique or proper
subquasi-clique relationship.

A graph database, D, consists of a set of input graphs,
and the cardinality of D is denoted by |D|. For two graphs G
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Figure 1. Examples of 0.5-quasi-clique

and Φ, let g be an induced subgraph of G, if M(g)=M(Φ),
we call g an instance of Φ in G, denoted by Φ ≈ G(g). If
there exists at least one instance of Φ in G, we say that graph
G roughly supports Φ. Meanwhile, if g is γ-isomorphic
to another γ-quasi-clique Q, we call g an embedding of Q
in G, denoted by Q ≈γ G(g). If there exists at least one
embedding of Q in G, G is said to strictly support Q.

The number of input graphs in graph database D that
strictly (or roughly) support a γ-quasi-clique Q (or a
graph Φ) is called the absolute strict-support (or absolute
rough-support) of Q (or Φ) in D, denoted by supD

s (Q) (or
supD

r (Φ)).
Given an absolute support threshold min sup and a

graph transaction database D, a quasi-clique Q (or a sub-
graph Φ) is called a frequent quasi-clique (or a vice-
frequent graph) if supD

s (Q) ≥ min sup (or supD

r (Φ) ≥
min sup). If there does not exist any another quasi-clique
Q′ such that Q � Q′ and supD

s (Q) ≤ supD

s (Q′), Q is called
a closed quasi-clique in D.

Given D and min sup, the problem of coherent closed
quasi-clique mining problem is to discover the complete set
of γ-quasi-cliques in D that are frequent, closed, and also
coherent (i.e., γ ≥ 0.5).

2.2 The Cocain Algorithm

As mentioned before, two γ-quasi-cliques, Q1 and Q2,
are γ-isomorphic to each other iff M(Q1)=M(Q2). Af-
ter defining an order of all the vertex labels, the algorithm
uses the alphabetically minimum sequential combination of
the elements in M(Q) as the canonical representation of a
subgraph Q. We use C(G) to denote the canonical form of
a subgraph G. Afterward, lemma 2.1 and lemma 2.2 are
straightforward. The reader can refer to [12] for the proofs.

Lemma 2.1. Two γ-quasi-cliques Q1 and Q2 are γ-
isomorphic to each other iff C(Q1) = C(Q2).

Lemma 2.2. Given two γ-quasi-cliques Q1 and Q2, Q1 

Q2 (or Q1 � Q2) iff C(Q1) 
 C(Q2) (or C(Q1) � C(Q2)).

The embedding is a special case of the instance. Assume
g is an induced subgraph of G, denoted by G(g). The em-
bedding condition Q ≈γ G(g) is stricter than the instance

condition Q ≈ G(g), because Q ≈γ G(g) not only requires
Q ≈ G(g)(or C(Q) = C(g)) but also g =γ Q. Accord-
ingly, given a γ-quasi-clique Q, supD

s (Q) ≤ supD

r (Q) must
be true and if Q is frequent, it must be vice-frequent. The
strict support of Q can be counted by testing each of its in-
stance in D, as in equation 1.

supD

s (Q) ≡ ∣
∣{∀G∈D | ∃g⊆G s.t. C(Q)=C(g)

and G(g) is a γ−quasi−clique}∣∣ (1)

In most of the traditional frequent pattern mining prob-
lem settings, assume there are two patterns, P and P ′, if
P ⊂ P ′, then sup(P ) ≥ sup(P ′) must be true. This is
called the closure downward property, which can facilitate
search space pruning and closure checking. Unfortunately,
it does not hold in quasi-clique mining, since the support of
a γ-quasi-clique may be higher than its sub γ-quasi-cliques.
The vice-frequent subgraph is somewhat similar to a fre-
quent itemset conceptually, and luckily they both have the
downward closure property. Therefore, the Cocain algo-
rithm adopts the vice-frequent subgraph enumeration as the
pattern space search strategy. The final frequent γ-quasi-
clique set is extracted from the vice-frequent subgraphs set
by equation 1.

As in the frequent itemset mining, the pattern space can
be organized in a lattice structure. The algorithm traverses
the pattern space in DFS manner in the alphabetic order.
Understanding the concept of the instance and embedding,
and the vice-frequent based pattern search strategy is im-
portant to parallelizing the Cocain algorithm. The Cocain
algorithm is shown in ALGORITHM I.

In every invoking of the Cocain algorithm, there is a cur-
rent prefix graph g. For each of the g’s instances, ins, the
algorithm checks it against the outer part of the graph to find
a set of valid extensible candidates, denoted by Vvad(ins)
(line 02-03). Then an intersection of all the Vvad(ins) can
generate the prefix graph g’s overall vice frequent extensi-
ble labels w.r.t graph database D, denoted by V EX(g) (line
04). For each label in V EX(g), it extends the canonical
form and instance list of g, and calls itself recursively(line
06-08).

The original algorithm adopts several pruning techniques
to minimize the unnecessary output of Vvad(ins). As the
details of the pruning do not affect our parallelization very
much, we omit the details here. In addition, because of the
alphabetic patterns space traversing order, by postponing
the closure checking of a prefix graph g after all its descen-
dents have been mined, there is no need to check whether
the subsequently mined patterns can absorb g.



ALGORITHM I: Cocain(D, C(g),ID(g),min sup,γ)
INPUT:

(1) D: the input graph database,
(2) C(g): the canonical form of g,
(3) ID(g): the set of instances of g in the database D,
(4) min sup: the minimum support threshold,
(5) γ: the edge density coefficient.

OUTPUT:
(1) rs: the set of frequent closed γ-quasicliques,
(2) max: the maximum strict-support of all descendant

quasi-cliques of g.
BEGIN
01. glbsup=0, rv=0;
02. foreach instance ins ∈ ID(g) do
03. Vvad(ins) = Valid(ins);
04. Calculate vice-frequent valid candidate label set V EX(g)

according to each Vvad(ins);
05. Sort the labels in V EX(g) in a certain order;
06. foreach label l ∈ V EX(g) do
07. rv = Cocain(D, CF (g) � l, ID(g � l), min sup, γ);
08. glbsup = max{glbsup, rv};
09. if (sups(g) ≥ min sup) and (sups(g) > glbsup) then
10. Insert CF (g) into RS if g passes the non-descendant

super-clique-detecting;
11. return max{sups(g), glbsup};
END

3 Parallel Mining of Closed Quasi-clique
Patterns

In this section, we first transform the original Cocain al-
gorithm from the recursive form to a stack-based one, from
which several key operations can be abstracted. Then, we
analyze some graph data and conclude that the static parallel
method can hardly guarantee load balance with affordable
side effects. Lastly, we propose a dynamic load balance
scheme which can obtain excellent speedup.

3.1 Transformation of the Cocain Algo-
rithm

The original Cocain algorithm runs in a recursive way,
which is not suitable for parallelization. Therefore, here we
first transform the algorithm into a stack-based manner, and
aggregate some operations into several units.

We design a stack structure in which each element is
composed of a subgraph and its extensible labels. The sub-
graph is represented by its canonical form and its instance
list. The extensible labels of a subgraph is also organized in
a stack structure. As shown in Figure 2, the upper part of
the Figure 2 is our example graph database which contains
two graphs, G1 and G2. The bottom-right of Figure 2 shows
the task stack when three extensible labels of AB have just
been found, as shown in bottom-left part of Figure 2. A

shaded rectangle denotes the canonical form of a subgraph,
and on the right hand of the shaded is the instance list of the
subgraph. On the left hand of the the shaded rectangles is
the extensible labels of the subgraphs.
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As an example, Figure 3 shows the process of enumerat-
ing vice-frequent subgraph AB and its descendents. There
are three key operations on the task stack. The first is
the ExtendNewLevel, which extends a subgraph by a la-
bel to generate a new one. The newly generated subgraph
then will be pushed onto top of the task stack. Assume
the subgraph to be extended is g, the extensible label is l,
and the instance list of g is ID(g) with respect to graph



database D. The instance list of the new subgraph g � l
can be obtained by extending each instance in ID(g), i.e.
ID(g � l) = {ins � l|∀ins ∈ ID(g)}. Suppose ins is an
instance of g in graph G, then extending ins by label l is
ins � l = {G(ins ∪ v)|∀v ∈ (G − g) s.t. L(v) = l}. Note
that the size of ins � l may be zero or more than one.

The second key operation is called CheckExtensible,
which adopts several pruning techniques to find the set of
labels that can possibly be used to extend the current sub-
graph into a larger one. Assume the target subgraph is g,
and Vvad(ins) is the extensible label set of instance ins,
then the extensible labels of subgraph g can be calculated
by equation 2.

V EX(g) =
{∀l ∈ L

∣
∣ |{∀G ∈ D|∃ins ∈ G

s.t. l ∈ Vvad(ins)}| ≥ min sup
}

(2)

Note that the support counting of subgraph g is done in
CheckExtensible key operation according to equation 1. We
find that the CheckExtensible operation is very time con-
suming relative to the other two, we will take care of it in
our parallel solution.

ALGORITHM II: Reformed Cocain( D , P):
INPUT:

(1) D: Graph database
OUTPUT:

(1) R: Pattern result
BEGIN
01. S: Task stack ;
02. Frequent label set U = Filter Infrequent Labels(D)
03. push ( empty subgraph, U ) into S

04. while S is not empty
05. if S’s top level have no extension
06. then if S have only one level then
07. S.pop()
08. if Subgraph of S’s top level have been extended
09. then CheckInPattern( S , R )
10. else CheckExtensible( S )
11. else ExtendNewLevel( S )
END

The last operation that deserves discussion is the Check-
InPattern, which is the harvest time for patterns. This oper-
ation popups the extended subgraph on top of the task stack,
and passes its support to its parent subgraph. The passed
support value is used to guarantee no descendant of the tar-
get graph has larger support than it before it can be output
to the final result. We refer you to [12] for details of the clo-
sure checking. We will discuss the parallel closure checking
in subsection 3.3.3.

The condensed task stack based algorithm is shown in
ALGORITHM II. Figure 3 shows the change of the task stack
in the cycle of mining AB and its descendent vice-frequent
subgraphs.

3.2 Static Load Balance Scheme

A straightforward static parallel method is that, partition-
ing the frequent label set among n processors, each of which
is responsible for mining the quasi-cliques, of which the
canonical forms begin with the assigned labels. We experi-
mentally run the serial algorithm on some databases and ex-
pect to find some methods to approximate the relative run-
ning time of a subgraph tree, which is important in the static
load balance parallel scheme.

The mining time of each frequent label’s descendant
quasi-cliques on a representative graph dataset is drawn in
Figure 4. We can see that, the sum of the top three running
time of frequent label descendant mining accounts for more
than 40% of the total running time. To say the least, even
we had the apriori knowledge about the running time dis-
tribution, and even we optimized the task assignment with
the bin packing algorithm, the one-time static task assign-
ment still cannot achieve good load balance. Nevertheless,
the accurate load estimate is desirable all the same because
it may also benefit the dynamic parallel scheme. We tried
to estimate the relative work load associated with each fre-
quent label in several ways. We first estimate the work load
by tentatively extending the task stack to a specified level.
The second approximation method we used is through the
aggregate number of instances attached with each descen-
dant subgraph to a specified level. The third method needs
to first find the extensible labels for each of the frequent
label. Then the workload is approximated by counting the
frequent label’s descendant subgraph tree nodes, which can
be further approximated by linking the extensible labels in
an iterative manner.

The accuracy of the three approximation methods are
drawn in Figure 5 Figure 6 and Figure 7 respectively. Note
that because most of the frequent label descendant trees can
be mined with little time, only the top 50 frequent labels
are displayed. Apparently, although the accuracy of the first
two methods is proper with respect to the magnitude, none
of them are satisfactory.

The reason why the workload is hard to estimate is due to
the deep-seated skewness. As mentioned in 3.1, in the Ex-
tendNewLevel key operation, the upper bound of the size
of ID(g � l) cannot be predicted from ID(g). While go-
ing down deeper in the vice-frequent subgraph enumeration
tree, as defined in equation 1, the support of a vice frequent
subgraph can become frequent and infrequent alternately.
See the example graph database in Figure 2, the support
change in the extending path of ABD is A : 2 → AB :
1 → ABD : 2. These facts explain the skewness in the fre-
quent quasi-clique mining problem. Since the static scheme
is incompetent to handle the skewness, we finally appeal to
dynamic scheme.
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3.3 Dynamic Load Balance Scheme

We propose our dynamic parallel frequent quasi-clique
mining algorithm called ParCocain in this part. We have
transformed and analyzed the original Cocain algorithm in
section 3.1, on which the dynamic scheme here is based. We
show the main part of the ParCocain algorithm in ALGO-
RITHM III. The main idea of the parallel algorithm is easy
to understand. Therefore we concentrate on several points
which is crucial for improving the performance.

3.3.1 Task Assignment

While a processor finds there is a task request to handle and
its task stack is not empty, it searchs the stack bottom-up
to find the first level of subgraph with ext(ext > 1) ex-
tensible labels. Then it randomly selects �ext/2� from the
ext extensible label(s). Combining the selected extensible
labels with their corresponding subgraph comes to a task
stack level, which will be donated (ALGORITHM III : line

28). As an alternative, one can donate every half of the stack
level to guarantee better balance. But the problem with this
all-task-partition is that the instance list of a subgraph can
be huge. Therefore, the one-level-partition is a tradeoff be-
tween task equalization and minimizing communication.

Because of the difficulty in workload estimation, when-
ever the knowledge about the workload is needed, we use
the random methods instead, as we do in the task donation.
There are other two places we use randomization. One is
that after the vice-frequent vertex labels have been calcu-
lated, they are assigned to each processor randomly and
evenly (ALGORITHM III : line 03). When a processor r
runs out of work, it randomly selects another processor to
send a task request (random polling). Moreover, if it got re-
fused by processor p, processor r remembers p and will not
send request to p until none of other processors can donate
task (ALGORITHM III : lines 07,13).



ALGORITHM III: ParCocain( D , n , p , R):
INPUT:

(1) D: Graph database
(2) n: Number of processors
(3) p: Rank of this processor

OUTPUT:
(1) R: Result sets.

BEGIN
01. S: Task stack ;
02. Frequent label set U = Filter Infrequent Labels(D)
03. S.push( Assign( U , n , p ) )
04. while not finished
05. if S is empty then
06. if 0==p then Initiate termination detection
07. Request task from processor p′=Select( n , p )
08. do
09. Do termination detection
10. if all finished then goto 32
11. Refuse any task request
12. if p′ refused then
13. Request task from another processor p′=

Select( n , p )
14. if p′ replied with task stack S̃ then
15. S = S̃

16. LocalClosureChecking( R )
17. while S.empty()
18. append a empty result to R

19. if S’s top level have no extension
20. then if S have only one level then
21. S.pop()
22. goto 05
23. if Subgraph of S’s top level have been extended
24. then CheckInPattern( S , R )
25. else CheckExtensible( S )
26. else ExtendNewLevel( S )
27. if there is a processor pr requesting task then
28. Ŝ = donate( S )
29. if Ŝ is not empty
30. then send Ŝ to pr

31. else refuse pr

32. GlobalClosureChecking( R )
33. clean up
END

3.3.2 Minimize Idle Time

In order to reduce the time while a processor is waiting for
another processor to reply the task request, the working pro-
cessor should be able to detect whether there is a request
for work as soon as possible. In section 3.1 we defined
three key operations, each of which do some work on the
local task stack. In the ParCocain algorithm, only one of
the three key operations can be executed in the outer while
loop. Each time after finishing a key operation, the proces-
sor will reply a task request if there is any (ALGORITHM III
: lines 14-31). The granularity of the three key operations

we defined in section 3.1 can bring satisfactory average pro-
cessor idle time while running on most of the datasets.

However, the execution time of the three key operations
on several dense and large datasets is too long to response
to the requests in time, especially for the CheckExtensi-
ble operation. According to equation 2 the complexity of
finding the extensible labels of a subgraph g is at least
O(|D| · |L|). But the actual implementation of CheckEx-
tensible, i.e. V EX(g), runs by checking the extensible la-
bels of each instance ins in ID(g) and then taking a special
union on all the instance extensible labels. Formally speak-
ing, assume the set of graphs that support at least one in-
stance of g is Dg = {∀G ∈ D | ∃ins ∈ ID(g) s.t. ins ⊂
G} , then we can get a multiset of vertex labels M(g) =
{∀Gi ∈ Dg, ∀insj ∈ Gi | ⊔

i

⋃
j Vvad(ins)}, note that

the outer square union symbol means a multiset union.
The final extensible labels of graph g can be obtained by
counting the appearance times of each vertex label, that is,
V EX2(g) = {∀l ∈ M(g)|count(l,M(g)) ≥ min sup}.
The point is that the union can facilitate further split of
the CheckExtensible key operation. Each time when doing
CheckExtensible, we can only check the extensible labels of
one or several instances in ID(g) instead of the whole set of
instances in ID(g). The union operation of label sets is also
done in the improved CheckExtensible.

In addition, all the message receiving operations are
done in the non-blocking way, which can also reduce the
request response time (ALGORITHM III : lines 12,14,27).

3.3.3 Parallel Closure Checking

In the original serial algorithm, while mining a full task
stack, as long as the closure checking of a pattern p is done
later than all its descendants have been checked, only the
sub-clique closure checking of p against already mined ones
is sufficient for guaranteeing the closure of p. And there is a
special container structure for holding the results. In the dy-
namic parallel scheme, though a processor may donate part
of its task stack, the one-time checking property still holds.
Our parallel scheme keeps the descendant support passing
in the CheckInPattern operation.

The result set R may consist of several result container
structures. Whenever a processor receives a new level of
task stack Ŝ, we insert a new result container R into R

(ALGORITHM III : line 18). The frequent quasi-cliques
mined from Ŝ will be checked into the newly inserted R,
which can be called the intra closure checking. After all
processors have finished their jobs, each may have several
result containers. Processors then check the closure of each
quasi-clique Q ∈ Ri ∈ R against other local result con-
tainers Rj ∈ R(j �= i), which can be called local clo-
sure checking. Then each processor sends its R to all other
processors by a all-to-all communication. Finally a simi-



Dataset # of graphs # vertex labels Avg.# edges Avg.# vertex Avg.degree
yeast 39 6349 24109 2259.79 21.35

D100kT40I50 100000 49 58 16.59 7.08
stk.95 11 4352 20074 1683.36 23.85
stk.92 11 5648 106156 2999.36 70.79

Table 2. The statistics of benchmark graph databases
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(a) dataset:yeast, min sup=0.3, γ=0.65
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(b) dataset:D100kT40I50, min sup=0.03, γ=0.7
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(c) dataset:stk.95, min sup=0.65, γ=0.65
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(d) dataset:stk.92, min sup=0.85, γ=0.85

Figure 8. Running time and speedups of ParCocain

lar global checking is done. The closure of all the frequent
quasi-cliques mined can be ensured, which is global closure
checking.

The CheckInPattern operation does not really do the clo-
sure checking. Instead, the mined quasi-clique is pushed
into a buffer queue of R in R. The intra-result closure
checking actually happens in the LocalClosureChecking op-
eration (ALGORITHM III : line 16). This operation can also
do some local closure checking when necessary. Essen-
tially, this arrangement makes a processor reserve the clo-
sure checking work until it is waiting for some reply mes-
sages. This delayed closure checking makes use of the idle
time therefore contributes to the overall speedup.

In addition, we use Dijkstra’s token termination detec-
tion algorithm to make sure all processors can shift from
pattern mining phase to global closure checking phase in
time.

4 Performance Evaluation

In this section we first introduce the test environment and
datasets, then we show the speedups of the algorithm while
running on different datasets. In the end, we validate the sta-
bility of the speedup performance with respect to the change
of min sup and γ.
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(a) dataset:yeast, γ=0.65, min sup varies
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Figure 9. Robustness w.r.t. min sup and γ

4.1 Datasets and Hardware

We tested our parallel algorithm on many graph datasets
from which we select two US stock market series databases,
one yeast microarray database and one synthetic graph
database as the benchmarks. The stock market databases
were obtained by analyzing the association among the stock
price fluctuation. The yeast microarray data represents the
co-expression networks derived from 39 sets of yeast mi-
croarray data. The synthetic graph database was generated
by the same generator used in [6]. The statistics of the graph
databases are shown in Table 2.

The hardware environment we used is a cluster of HP�

rx2600 servers, each of which has 4GB PC2100 DDR-
SDRAM memory quad and two Intel� Itanium� 2 pro-
cessors at 1.3GHz with 3MB L3 cache. Each node runs
a Redhat� Linux As3.0 ia64 with kernel 2.4.21 20.EL.
MPICH-1.2.7p1 is used for the underlying messaging pass-
ing implementation.

4.2 Experimental Results

We ran the ParCocain algorithm on each of the selected
4 datasets introduced in section 4.1 with 1, 2, 4, 8, 16, 32
processors separately. In Figure 8, the running time and
corresponding speedup factors are drawn for each dataset.

Our algorithm achieves excellent speedup of more than
30 on both the stock market database (Figure 8(c), Fig-
ure 8(d)) and microarray database (Figure 8(a)). Especially
on the stk.95, the speedup on 32 processors is 31.82, which
is almost linear. Unfortunately, our parallel algorithm fails
to perform well on the synthetic dataset D100kT40I50 as
shown in Figure 8(b).

We analyze the cause of the relatively poor perfor-
mance of only 23.87-fold speedup with 32 processors on

D100kT40I50. Let insij represents the jth instance of a
vice frequent subgraph g in the ith graph transaction in
D. The size of g’s instance list can be simply denoted by∑

D

i

∑
j(insij). Although the frequent quasi-clique prob-

lem definition allows the duplication of a vertex label within
a transaction graph, i.e. a graph can contain more than one
instance of a vice-frequent subgraph, this fact does not hap-
pen frequently especially when the subgraph becomes big.
We can deduce that the outer union dominates the total num-
ber of the instance list. The D100kT40I50 database contains
a huge number of graphs, which result in a huge size of in-
stance list. Remember in section 3.3.1, the instance list is
the main body of the task reply messages. The packing,
transferring, and unpacking of the huge message waste a
great deal of time. That is why ParCocain runs better on
dense databases rather than the databases with a large num-
ber of sparse graphs. However, it does not harm the useful-
ness of ParCocain as the original algorithm was specially
designed for databases with a small number of large and
dense graphs instead of a large number of small graphs.

Next, we evaluate the robustness of our parallel fre-
quent quasi-clique mining algorithm with respect to sup-
port threshold and γ threshold. As in Figure 9(a), while
the min sup increases, the running time goes down dramat-
ically. However our algorithm almost holds the same high
speedup. Similarly, Figure 9(b) shows that higher γ cuts
down the total running time, but the speedup almost keeps
unchanged.

5 Conclusions

In this paper, we devise a parallel frequent closed quasi-
clique mining algorithm which is based on our earlier re-
search [9, 12]. By analyzing the fundamental property of
the quasi-clique pattern discovery problem, we propose a



dynamic parallel load balance scheme which can achieve
30+ speedup on most of the dense graph datasets. We also
propose several skills in task assignment, closure checking,
and idle time minimization. All these skills are very critical
for achieving excellent speedups. The experimental results
validate the effectiveness of our newly proposed techniques.
Due to the pattern growth nature of the Cocain algorithm,
these techniques designed for ParCocain can be potentially
useful for parallelizing other pattern growth based frequent
pattern mining algorithms.
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