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Computer Science vs. Data Science

What When Who Goal

Computer 

Science

1950- Software Engineer Write software to make computers work

Plan Ą Design Ą Develop Ą Test Ą Deploy Ą Maintain

Collect Ą Clean Ą Integrate Ą Analyze Ą Visualize Ą Communicate

What When Who Goal

Data Science 2010- Data Scientist Extract insights from data to answer questions
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Undergraduate Data Science Courses

https://ds100.org https://web.stanford.edu/class/datasci112

ID Assignments Data Science Systems

1 Prerequisite Math Data Collection
ωRequests
DataPrepand Analysis
ωPandas
ωDuckDB
Data Visualization
ωMatplotlib
ωSeaborn
Statistical Machine Learning
ωScikit-learn
ωScipy
ωNumpy

2 Food Safety

3 NYT Articles

4 Bike Sharing

5 Modeling and OLS

6 Probability and Estimators

7 Analyzing IMDB with SQL

Data 100: Principles and Techniques of 
Data Science

DATASCI 112: Principles of Data Science

ID Assignments DataScienceSystems

1 Fastest Lap Prediction DataPrepand Analysis
ωPandas
ωNetworkX
ωGeoPandas
Data Visualization
ωMatplotlib
ωSeaborn
Statistical Machine Learning
ωScikit-learn
ωNumpy
Deep Learning
ωTransformer
ωPyTorch

2 Detecting Bias in Football Officiating

3 Course Prerequisite Network Analysis

4 How Much A Broker Really Matters

5 What Makes a Movie Successful?

6 Investigating Dating APP

7 Analyzing global education data

ɗEquip students with real data and tools for data science careers

ɗFoster computational and analytical problem -solving skills

ɗPrepare for advanced Berkeley - level DB, ML, and Stats courses

ɗAcquire and process tabular, text, hierarchical, and geospatial data 

ɗDiscover patterns through data aggregation and visualization

ɗApply machine learning to solve real -world prediction problems
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Data Science Software Stack

Data AI

Dataframe

Tensor

Data Collection

Data Analysis

Data Visualization

NetworkX
Network Analysis in Python

Deep Learning

Statistical Machine Learning

uvcvuoqfgnu

Distributed Computing
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Mature, Influential, but Hard to Change

5

19 years

Core Scientific 
Computing Library

Core numerical 
computing library

25k citations

30k github

24 years

40k citations

13k github

18 years

116k citations

62k github

Core Machine 
Learning Library



Four Shifts Redefining Data Science Systems

Current Future

2. Technique

Data Scientist Data Science Agent1. Scenario

4. Hardware CPU
Heterogeneous Hardware
εFSX/ JSX/ Dvfhqg/ WSX /ɚ,

Deeper Integration of DB TechniquesLimited Use of DB Techniques

Table3. Modality Multi -modality
εTableιTextιImageιVideoιAudio ζ

6



Four Shifts Redefining Data Science Systems

Current Future

2. Technique
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εFSX/ JSX/ Dvfhqg/ WSX /ɚ,
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What is a Data Science Agent (DS Agent)?
A data science agent takes a data science task as input 

and completes it by delivering code, results, models, or reports

Data Science Task

ɗ Question

ɗ Data context

ɗ Constraints

ɗ Success criteria

Data Science Agent

Plan
Decompose
and choose 

path

Tool

SQL / 
Python
/ APIs

Check

Tests and 
diagnostics

iterate until the deliverable is reliable

Deliver

Å Code

Å Result

Å Model

Å Report

Question 1: What tasks can DS Agent support?

We answer by analyzing DS agent benchmarks

Question 2: DS Agent vs General Agent

There are many new opportunities faced by DS Agent

Question 1: What tasks can DS Agent support?

We answer by analyzing DS agent benchmarks
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Evolution of Data Science Agent Benchmarks

ɗ (2022) DS-1000
ɗ (2023) ARCADE
ɗ (2024) DA -Code
ɗ (2024) DSEval

Code snippet

Isolated Stage

End-to-End

ɗ (2024) Spider2 -V

ɗ (2024) Spider2.0

ɗ (2025) ELT-Bench

ɗ (2025) KramaBench

ɗ (2025) DABstep

ɗ (2025) FDABench

ɗ (2025) DAComp

ɗ (2026) DAB

ɗ (2026) AgenticDataBench

Task Granularity

Trend: Mo ving from code snippets , to isolated stages , to end -to -end data tasks

Data Preparation
Å (2024) SpreadsheetBench
Å (2025) PARROT
Å (2026) PrepBench
Å (2026) DataPrep -Bench

ML Modeling
Å (2023) MLAgentBench
Å (2024) MLE-Bench
Å (2024) DSBench

Data Analysis
Å (2024) InfiAgent -DABench
Å (2024) QRData
Å (2024) DSBench
Å (2025) DataSciBench
Å (2025) IDA_Bench

Visualization
Å (2024) VisEval

Å (2025) nvbench 2.0
Å (2026) SciVisAgentBench

9



Code -Snippet: Can It Write Correct Data Science Code?

https://ds1000-code-gen.github.io

DS-1000: A Natural and Reliable Benchmark for Data Science 
Code Generation 2022

Code Completion Task
Deliver

(python code)

Code Completion 
Task

Task: Generating correct data science code 
(NumPy/Pandas etc.)

Solving each task requires:
Å diverse library APIs
Å avoiding memorized solutions

10



Code -Snippet: Can It Write Correct Data Science Code?

ARCADE Natural Language to Code Generation in Interactive Data Science Notebooks (2023)

https://github.com/google-research/arcade-nl2code

Cells 1-2 (c1, c2) are the notebook context, and Cell 3 (c3) 
contains the intent.

Notebook 
Completion Task Deliver (notebook)

Notebook 
Completion Task

Task : Multi - turn NL -to -code generation in notebooks
Solving each task requires:
Å understanding notebook context (code + execution state)
Å multi - turn interaction history 
Å ambiguous NL intents
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Isolated Stage: Can It Complete One Data Science Stage?

PrepBench: How Far Are We from Natural-Language-Driven Data Preparation?

https://github.com/TsinghuaDatabaseGroup/prepbench

Data Preparation Task The Full-Lifecycle Problem

code

workflow

Prepared
data

Data Preparation 
Task

Task:NL-driven data preparation pipelines

Solving each task requires:
Å intent disambiguation
Å imperfect / messy real -world data
Å code -to -workflow translation 12



Isolated Stage: Can It Complete One Data Science Stage?

InfiAgent-DABench: Evaluating Agents on Data Analysis Tasks

https://infiagent.github.io

Data Analysis Task Deliver

code

result

Data Analysis
Task

Task:NL data-analysis questions Solving each task requires:
Å multi -step reasoning + code execution
Å generalizing across diverse datasets/domains
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Isolated Stage: Can It Complete One Data Science Stage?

MLE-Bench: Evaluating Machine Learning Agents on Machine Learning Engineering?

https://github.com/openai/mle -bench

ML Modeling
Task

ML Modeling Task

Deliver

Task:End-to-end ML engineering on Kaggle competitions
Solving each task requires:
Å full ML pipeline design ( gdwdʐprghoʐh{shulphqw)
Å resource -constrained iteration (limited time)
Å debugging/recovering from errors across complex ML environments 14



Isolated Stage: Can It Complete One Data Science Stage?

VisEval: A Benchmark for Data Visualization in the Era of Large Language Models

https://github.com/microsoft/VisEval

Visualization Task Deliver

code

Visualization

Visualization
Task

Task:NL-to-visualization generation
Solving each task requires:
Å mapping NL intent to chart design (type/encoding)
Å producing valid, legal, readable visualization code 15



End-to -End: Can It Finish the Whole Data Task?
End-to-End

Task

Spider 2.0: Evaluating Language Models on Real-World Enterprise Text-to-SQL Workflows

https://spider2 -sql.github.io

Enterprise Text-to-SQL 
Workflows  Task

Deliver

code

Task: Evaluate LLMs on real-world enterprise-level text-
to-SQL workflows

Solving each task requires: 
ɗunderstanding database metadata
ɗconsulting SQL dialect documentation
ɗhandling complex workflows
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End-to -End: Can It Finish the Whole Data Task?
End-to-End

Task

KramaBench: A Benchmark for AI Systems on Data-to-Insight Pipelines over Data Lakes

https://github.com/mitdbg/KramaBench

Enterprise Text-to-SQL 
Workflows  Task

Deliver

Full 
data 
pipeline

Task:End-to-end data-to-insight workflows over 
real-world data lakes.

Solving each task requires: 
ωdata discovery over heterogeneous files
ωmulti-file data integration
ωnoisy data extraction and cleaning
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What is a Data Science Agent (DS Agent)?
A data science agent takes a data science task as input 

and completes it by delivering code, results, models, or reports

Data Science Task

ɗ Question

ɗ Data context

ɗ Constraints

ɗ Success criteria

Data Science Agent

Plan
Decompose
and choose 

path

Tool

SQL / 
Python
/ APIs

Check

Tests and 
diagnostics

iterate until the deliverable is reliable

Deliver

Å Code

Å Result

Å Model

Å Report

Question 2: DS Agent vs General Agent

There are many new opportunities faced by DS Agent

Question 1: What tasks can DS Agent support?

We answer by analyzing DS agent benchmarks
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DS Agent vs. General Agent

General 
Agent

Data Science 
Agent

Decompose task into 
steps

Planning

ɗ Wkh DS-Lifecycle Problem

Call tools / APIs to act

Using Tools

ɗ Wkh Gdwd-Cleaning Problem

Verify output meets the goal

Checking

ɗ Wkh VTO Htxlydohqfh Sureohp

Return the final answer

Delivering

ɗ Wkh Wuxvw Sureohp

Planning Using Tools Checking Delivering
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The Data -Science -Lifecycle Problem

DataScienceLifecycle

1 Task is underspecified

Therequeststarts asan analyticalquestion,but
the agent must infer data needs,assumptions,
methods,andreport structure.

2 Stages are coupled

Cleaning, joins, modeling, and visualization
changeone another; a downstreamfinding can
forcereplanningupstream.

20



The Data -Cleaning Problem

Asking an LLM to clean the data

ˍ Tables and data volume are too large

LLM context
(fixed token budget)

ˎ Cleaning needs domain knowledge

valid _to:  2026-05-31

valid_to:  9999 -12 -31

LLM reads it as

an actual dat e

'9999 -12-31' means 'still active' ɇ a DB convention, not a date

1 Context - length limit

When tables and data volume grow large, the

dataset can't fit in the model's context window

ɋ so the LLM never sees all of it .

2 Limited domain knowledge

Many cleaning tasks need domain expertise

(matching entities, decoding units and codes )

which a general LLM often lacks.

All tables >> context window ɇ the LLM can't see them all
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The SQL Equivalence Problem

Predicted SQL

SELECTcarrier ,
1.0 * SUM(

CASEWHENarr_delay > 15
THEN1 ELSE 0 END

) / COUNT( 1)
AS delay_rate

FROMflights
WHEREcancelled = 0
GROUPBY carrier ;

Ground-truth SQL

SELECTcarrier ,
AVG(

CASEWHENarr_delay > 15
THEN1.0 ELSE 0.0 END

) AS delay_rate
FROMflights
WHEREcancelled = 0
GROUPBY carrier ;

1 Formal verification (limited SQL)

Formalverificationprovesequivalenceonly for a
limited fragmentof SQLτmanyreal queriesfall
outsideit.

2 Data-driven testing (False Positive)

Data-driven testing can declare two different
queries equal τ when the data misses the
cornercasesthat separatethem.

SCENARIO 1

Evaluate NL2SQL

Check the model's predicted SQL is 
equivalent to the ground-truth SQL.

SCENARIO 2

Majority vote

Several models generate SQL; 
group them by equivalence, then 
pick the majority as the answer.

=
ό
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The Trust Problem

Database vs Search Engine

Database (SQL)

Q: rows where delay > 15

1,428   ṉexact

must be 100% correct

Search engine

delayed flights weather

1  relevant   ṉ
2  relevant   ṉ
3  off -topic  ṍ
4  relevant   ṉ

top -k is good enough

Users judge a DS agent like a database, not search 
ɇ so they expect it to be correct near 100% of the 
time.

1 Result should be explainable

Show how the result was produced ɋ its
data, steps, and assumptions ɋ so users
can see why to trust it .

2 Trust, but verify

Trust the result to keep moving, but run a
separate verify job ɋ extra LLM calls plus
human review ɋ to confirm it .
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DS Agent vs General Agent

[1]  Jingzhe Xu, Rui Wang, Jiannan Wang, Guoliang Li. PrepBench: How Far Are We from Natural-Language-Driven Data Preparation? VLDB 2026.

[2]  Chunyu Chen, Zhengjie Miao, Yong Zhang, Jiannan Wang. ParSEval: Plan-aware Test Database Generation for SQL Equivalence Evaluation. VLDB 2025.

[3]  Chunyu Chen, Zhengjie Miao, Yong Zhang, Jiannan Wang. ParSEval: Interactive Counterexample-driven Evaluation for Text-to-SQL. VLDB 2026 (demo).

The Full-Lifecycle Problem

The Data-Preparation Problem [PrepBench @ VLDB 2026]

The SQL Equivalence Problem[ParSEval@ VLDB 2025 / VLDB 2026 (demo)]

The Trust Problem

24
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What Makes Data Preparation Hard?

Collection Cleaning Integration Analysis

How much time is spent on preparation?

1. Too many tasks (e.g., standardize date, dedup address, etc)

2. Humanshave different levels of expertise (in data science and programming)

3. Domain specific (finance, social science, healthcare, economics, etc.)

25



GUI-driven Data Preparation
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NL-Driven Data Preparation
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Prepare Data with NL (http:// tiny.cc/ preppin)

Prepare the data for this task using natural language (NL).

You shouldnot refer to the ground-truth code or output data.
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How Far Are We from NL -Driven Data Preparation?

1
Interactive Disambiguation

άMergethe two tableǎΦέ   Ҧ   Howto handleduplicaterecords?

2
Prep-Code Generation

άbƻǊƳŀƭƛȊŜdateformatsέ   Ҧ   wƻǿ млΣллл ǎŀȅǎ άCŜōǊǳŀǊȅ мр нлнпΦέ

3
Code-to-Workflow Translation

ά5ƻŜǎ ǘƘƛǎ Ƨƻƛƴ ƪŜŜǇ ǳƴƳŀǘŎƘŜŘ ƻǊŘŜǊǎΚέ   Ҧ   Visible τand editable τwithout touching code.
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Comparison with Prior Benchmarks

ω  BIRD-INTERACT  Iǳƻ Ŝǘ ŀƭΦΣ ά.Lw5-INTERACT: Re-imagining Text-to-{v[ 9Ǿŀƭǳŀǘƛƻƴ ŦƻǊ [[aǎ Ǿƛŀ [Ŝƴǎ ƻŦ 5ȅƴŀƳƛŎ LƴǘŜǊŀŎǘƛƻƴǎΣέ L/[w нлнсΦ

ω  PRACTIQ  5ƻƴƎ Ŝǘ ŀƭΦΣ άtw!/¢LvΥ ! tǊŀŎǘƛŎŀƭ /ƻƴǾŜǊǎŀǘƛƻƴŀƭ ¢ŜȄǘ-to-{v[ 5ŀǘŀǎŜǘ ǿƛǘƘ !ƳōƛƎǳƻǳǎ ŀƴŘ ¦ƴŀƴǎǿŜǊŀōƭŜ vǳŜǊƛŜǎΣέ b!!/[ нлнрΦ

ω  DS-1000  [ŀƛ Ŝǘ ŀƭΦΣ ά5{-млллΥ ! bŀǘǳǊŀƭ ŀƴŘ wŜƭƛŀōƭŜ .ŜƴŎƘƳŀǊƪ ŦƻǊ 5ŀǘŀ {ŎƛŜƴŎŜ /ƻŘŜ DŜƴŜǊŀǘƛƻƴΣέ L/a[ нлноΦ

ω  ARCADE  ̧ƛƴ Ŝǘ ŀƭΦΣ άbŀǘǳǊŀƭ [ŀƴƎǳŀƎŜ ǘƻ /ƻŘŜ DŜƴŜǊŀǘƛƻƴ ƛƴ LƴǘŜǊŀŎǘƛǾŜ 5ŀǘŀ {ŎƛŜƴŎŜ bƻǘŜōƻƻƪǎΣέ !/[ нлноΦ

ω  PARROT  DŜ Ŝǘ ŀƭΦΣ ά¢ŜȄǘ-to-tƛǇŜƭƛƴŜΥ .ǊƛŘƎƛƴƎ bŀǘǳǊŀƭ [ŀƴƎǳŀƎŜ ŀƴŘ 5ŀǘŀ tǊŜǇŀǊŀǘƛƻƴ tƛǇŜƭƛƴŜǎΣέ ŀǊ·ƛǾ ǇǊŜǇǊƛƴǘ нлнрΦ

ω  ELT-Bench  Wƛƴ Ŝǘ ŀƭΦΣ ά9[¢-Bench: An End-to-9ƴŘ .ŜƴŎƘƳŀǊƪ ŦƻǊ 9ǾŀƭǳŀǘƛƴƎ !L !ƎŜƴǘǎ ƻƴ 9[¢ tƛǇŜƭƛƴŜǎΣέ ±[5. нлнрΦ

ω  CRABS  [ƛ Ŝǘ ŀƭΦΣ ά/w!.{Υ ! {ȅƴǘŀŎǘƛŎ-{ŜƳŀƴǘƛŎ tƛƴŎŜǊ {ǘǊŀǘŜƎȅ ŦƻǊ .ƻǳƴŘƛƴƎ [[a LƴǘŜǊǇǊŜǘŀǘƛƻƴ ƻŦ tȅǘƘƻƴ bƻǘŜōƻƻƪǎΣέ /h[a нлнрΦ
30



An Overview of PrepBench Construction

https://www.preppindata.com/

31
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Benchmark Statistics

306  Tasks

829  Input Tables

32  Domains

3ς18  Prep Steps per Task

100+  Median Lines of Code
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Evaluation Pipeline in PrepBench : Three Modes
A

s
s
e
ts

Original
request

Input
tables

Source Materials

GT

Constructed Materials

Ground- truth
outputs

Disamb
request

Ground- truth
code

Disamb 
KB

GTcode

E
v
a
lu

a
ti
o

n
m

o
d
e

s

Mode 1: Interactive Disambiguation

Question
Budget

User
Simulator

Disamb KB

Original
request

Input
tables+

Prep- code + Workflow

Mode 2: Prep-Code

Generation

Prep- code

Disamb
request +

Input
tables

GT
code

Workflow

Mode 3: Code-to-

Workflow Translation

Operator
definitions+

Original text Clarified text Code snippet

for each quarter.
for each quarter

in YYYYQ#.

deduplicate 

attendee records .

keep the 

latest record.

date.dt.to_period("

Q").astype(str)

def keep_latest(): é
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Current Agents Struggle with Prep -Code Generation

End-to -end Prep -Code accuracy and average per -task cost across 10 models

Accuracy (%)·   higher is better

GPT-5.1-Codex 54.9

Gemini 3 Flash 53.3

Claude-Sonnet-4.5 52.0

Kimi K2 Thinking 49.7

DeepSeek-V3.2 44.8

GLM-4.7 41.5

Qwen3-235B-A22B 38.2

DevStral 2 33.3

Grok Code Fast 1 30.1

GPT-4o 16.7

Avg. Cost / Task (×млѐш ¦{5ύ·   lower is better

GPT-5.1-Codex 115.40

Gemini 3 Flash 21.40

Claude-Sonnet-4.5 114.00

Kimi K2 Thinking 36.04

DeepSeek-V3.2 6.62

GLM-4.7 24.74

Qwen3-235B-A22B 36.99

DevStral 2 1.89

Grok Code Fast 1 18.61

GPT-4o 105.40

GPT-5.1-Codex leads at 54.9%, with Gemini 3 Flash close 

behind at 53.3%, just 1.6 points lower.

Gemini 3 Flash matches top accuracy at 21.40 τunder 1/5 

the per-task cost of GPT-5.1-Codex (115.40)
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Key Takeaways

ÅLLMs still fall shortτ the best model only reaches 54.9% accuracy on 

end-to-end data preparation.

ÅTwo problems make it worseτweak disambiguation and shaky 

workflow translation both hurt accuracy.

ÅQuality beats quantity in disambiguationτasking more questions 

doesn't mean better answers.

ÅPrepBenchmeasures the gapτa principled benchmark that tracks 

progress and shows what's missing.
35



DS Agent vs General Agent

[1]  Jingzhe Xu, Rui Wang, Jiannan Wang, Guoliang Li. PrepBench: How Far Are We from Natural-Language-Driven Data Preparation? VLDB 2026.

[2]  Chunyu Chen, Zhengjie Miao, Yong Zhang, Jiannan Wang. ParSEval: Plan-aware Test Database Generation for SQL Equivalence Evaluation. VLDB 2025.

[3]  Chunyu Chen, Zhengjie Miao, Yong Zhang, Jiannan Wang. ParSEval: Interactive Counterexample-driven Evaluation for Text-to-SQL. VLDB 2026 (demo).

The Full-Lifecycle Problem

The Data-Preparation Problem [PrepBench @ VLDB 2026]

The SQL Equivalence Problem[ParSEval@ VLDB 2025 / VLDB 2026 (demo)]

The Trust Problem
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Natural Language(NL) Gold(Ground Truth) Query Predicted Query Correct?

How many singers do we 
have?

SELECT count(*) FROM 
singer

SELECT count(*) FROM 
singer

True

Show name, country, age 
for all singers ordered by 
age from the oldest to the 
youngest.

SELECT name, country, age 
FROM singer ORDER BY age 
DESC

SELECT name, country, age 
FROM singer

False

Χ Χ Χ Χ

Execution accuracy: The number of correctly translated SQL queries over the total 
number of testing questions

Is LLM -generated SQL correct?

37



Is LLM -generated SQL correct?

Correct?

SELECTeditor_name 
FROMeditor asT
WHERET.editor_id= 25
ANDT.age< 40

SELECTeditor_id
FROMeditor asT
WHERET.editor_id= 25
ANDT.age< 40

Gold Query Predicted Query

SELECTeditor_name 
FROMeditor asT
WHERET.editor_id= 25
ANDT.age< 40

Check query equivalence to determine the correctness of the predicted query
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Data-Driven Testing

ωCompare: query results

ωOutput: local equivalence

Checking Query Equivalence

More test cases, higher confidence 

Prepare test cases in advance

Formal Verification

Performance of equivalence evaluation methods on 1534 pairs of 
queries from a text-to-SQL model for the BIRD benchmark

[SIGMOD 2024]

ωCompare: query representation

ωOutput: semantic equivalence

Limited query types

Test on the fly ςmay take a long timeUsed in current Text-to-SQL 
benchmarks (fuzzy testing)

[EMNLP 2020]

[OOPSLA 2024]

Formal Verification Data-Driven Testing
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Test Data Generation through Fuzzing 

Generating SQL Variants

SELECTeditor_nameFROMeditor asTWHERET.editor_id= 25ANDT.age< 40

Randomized Tables

EDITOR_ID NAME AGE

1 alice 30

25 bob 29

24 eve 1564

EDITOR_ID NAME AGE

262 alice 3022

25 bob 56

24 eve 8

EDITOR_ID NAME AGE

2625 alice 35

25 bob 5

24 eve 8

Set of test instances

SELECTeditor_idΧ1

SELECT ΧFROM editor_infoΧ2

SELECT ΧWHERE T.age> 40Χ3

SELECTΧ WHERE T.age< 35Χ4

Χ
Commonly used in popular Text-to-SQL approaches
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Test Data Generation through Fuzzing 

Generating SQL Variants

SELECTeditor_nameFROMeditor asTWHERET.editor_id= 25ANDT.age< 40

EDITOR_ID NAME AGE

1 alice 30

25 bob 29

24 eve 1564

EDITOR_ID NAME AGE

262 alice 3022

25 bob 56

24 eve 8

EDITOR_ID NAME AGE

2625 alice 35

25 bob 5

24 eve 8

SELECTeditor_idΧ1

SELECT ΧFROM editor_infoΧ2

SELECT ΧWHERE T.age> 40Χ3

SELECTΧ WHERE T.age< 35Χ4

Χ

Å The query variants are ad hoc
Å False positives
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Test Data Generation through Fuzzing 

SELECTeditor_nameFROMeditor asTWHERET.editor_id= 25ANDT.age< 40

Randomized Tables

EDITOR_ID NAME AGE

1 alice 30

25 bob 29

24 eve 1564

EDITOR_ID NAME AGE

262 alice 3022

25 bob 56

24 eve 8

EDITOR_ID NAME AGE

2625 alice 35

25 bob 5

24 eve 8

Set of test instances

Å

Å

Å Time consuming
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Can we borrow the branch coverage 
from Software Community?

Query Plan Coverage!

ÅHow does it apply to 
SQL queries?

if x > 10:
print("Foo")

elif x + y < 50:
print("Bar")

SELECTp.name
FROMPlayer p, PlayerAttributes pa
WHEREp.age< 25
ANDpa.rating> 8
ANDp.id = pa.player_id;
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Query Plan Coverage

Model query semantics of the òpositiveó branch 

Symbolic expressions, similar to formal verification-based methods

ʒ4: any instance where the query returns non-empty results

Also encode the semantics of ònegativeó branches

For each operator type, define a set of possible negative branches (the 

operator does not produce an output)

E.g., ʒρȟ ʒςȡthere exists some tuples failing to pass the selection 

condition 

E.g., ʒσȡ  for some tuple from the left,  there exists no tuples in the 

right part to join with
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Comparing with Baselines

Takeaways

ÁHigher Support : 98% supported vs. ~70% (best formal -verification baseline)

ÁStronger Detection: +8% more inequivalent pairs vs. SpiderTS
45



Comparison with Existing BIRD Testcases

Takeaways
ÁMore Disproved Pairs: ParSEvaldetects 9% more non-equivalent pairs.
ÁFaster Evaluation: ParSEvalspeeds up the total evaluation time by 4.2x.

SELECTeditor_name
FROMeditor asT
WHERET.editor_id= 25
Χ

SELECTDISTINCTeditor_name
FROMeditor asT
WHERET.editor_id= 25
Χ

Gold Query Predicted Query
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Part 1 Summary: Key Takeaways

2. Data Science Agent Challenges:

Å The DS-Lifecycle Problem

Å The Data-Cleaning Problem

Å The SQL-Equivalence Problem

Å The Trust Problem

1. Data Science Benchmark Trend

Å Code snippets

Å Isolated stages

Å End-to -end DS pipelines
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Four Shifts Redefining Data Science Systems

48

Current Future

2. Technique

Data Scientist Data Science Agent1. Scenario

4. Hardware CPU
Heterogeneous Hardware
εFSX/ JSX/ Dvfhqg/ WSX /ɚ,

Deeper Integration of DB TechniquesLimited Use of DB Techniques

Table3. Modality Multi -modality
εTableιTextιImageιVideoιAudio ζ



pandas: The Python DataFrame Library

ÅOpen-source Python library for tabular data τcleaning, transforming, and analyzing DataFrames.

ÅCreated in 2008, open-sourced in 2009.

ÅOne of the most-used Python libraries: 700M+ downloads/monthon PyPI; taught alongside NumPy in 

most data science courses.

Wes McKinney

Created pandas in 2008. BS in Mathematics, MIT (2007); quantitative researcher at AQR Capital 

Management (2007ς2010).

Sources: wesmckinney.com/about; pypistats.org
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Polars: A Rust -Based Query Engine for DataFrames

ÅOpen-source DataFrame library written in Rust, with a lazy execution API and a built-in query optimizer.

Å Started in 2020; now 38k+ GitHub stars and 575M+ downloads.

Å Applies database techniques τquery optimization, columnar storage, multi-threading τcommonly 10ς100x 

faster than pandas on the same workload (see previous slide).

Ritchie Vink

Started Polars in 2020. MSc in Structural Engineering; previously a data engineer at adidas and KLM 

Royal Dutch Airlines.

Sources: ritchievink.com/about; pola.rs; github.com/pola-rs/polars
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Polars: A Rust -Based Query Engine for DataFrames

Ritchie Vink. What polars does for you. EuroPython2023:
https://youtu.be/UwRlFtSd_-8?si=T5-4TwuidIWQfGoT&t=131 51

https://youtu.be/UwRlFtSd_-8?si=T5-4TwuidIWQfGoT&t=131
https://youtu.be/UwRlFtSd_-8?si=T5-4TwuidIWQfGoT&t=131
https://youtu.be/UwRlFtSd_-8?si=T5-4TwuidIWQfGoT&t=131
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Polars Embraces Database Techniques for 
10Ɇ100x Performance Gains

Adopt database 
technologies

(2008) (2021)

Tech Pandas Polars DB Techniques Used by Polars

Execution
Model

Eager Eager / Lazy Lazy Execution + Query Optimizer

Execution
Model

Single - threaded Automatic multithreading Parallel Execution Engine

Storage
Layout

Row-based Columnar
Columnar Storage

Query 
Optimization

No optimization; each step 
executed independently

Logical Plan + Optimizer
Query Planner + Optimizer

Type System Weak typing (dynamic)
Static schema + type 

inference
Schema Enforcement

I/O Layer Multiple copies, slow loading Zero -copy + streaming Streaming I/O + Memory -mapped Files

Pipeline 
Execution

Each step executed 
independently

Lazy loading + combined 
execution

DAG-based Execution Pipeline
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A Lot of Exciting Opportunities

[1] Xiaoying Wang, Weiyuan Wu, JinzeWu, Yizhou Chen, Nick Zrymiak, ChangboQu, Lampros Flokas, George Chow, Jiannan Wang, TianzhengWang, Eugene Wu, Qingqing Zhou. 

ConnectorX: Accelerating Data Loading From Databases to Dataframes. VLDB 2022.

[2] Xiaoying Wang, Jiannan Wang, TianzhengWang, Yong Zhang. Accio: Bolt-on Query Federation. VLDB 2025.

Accelerating data loading by 10x+ [ConnectorX@VLDB2022]

Enabling query federation across DS engines [Accio@VLDB2025]

How to pick up a research problem

Embracing open source in academia
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?

ConnectorX embraces database techniques, 
achieving 13 × faster data loading
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7.2 GB

13X 3X

ConnectorX embraces database techniques, 
achieving 13 × faster data loading



DB
ώϑάL5έΥ мΣ άƴŀƳŜέΥ ά!ƭƛŎŜέΣ άDt!έΥ оΦтΣ άŀƎŜέΥ нлϒΣ
ϑάL5έΥ нΣ άƴŀƳŜέΥ ά.ƻōέΣ άDt!έΥ нΦфΣ άŀƎŜέΥ мфϒΣ
ϑάL5έΥ оΣ άƴŀƳŜέΥ ά/ŀǊƻƭέΣ άDt!έΥ оΦпΣ άŀƎŜέΥ ноϒΣ Χϐ

ID name GPA age

1 Alice 3.7 20

2 Bob 2.9 19

3 Carol 3.4 23

Χ Χ Χ Χ
01110110
10101010
10000000
ммммммΧ Client Machine

Execution+ Transfer Deserialization Convertto Dataframe

How Does read_sql Work?
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Client-SideProcessingis the bottleneck!

OnClient >80%

Why Is read_sql slow?
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DB

ID name GPA age

1 Alice 3.7 20

2 Bob 2.9 19

3 Carol 3.4 23

Χ Χ Χ Χ

Client Machine

12.4GB

52.6GB 24.4GB

Memory: 95.6GB

1. Inflate!

2. Duplications!

01110110
10101010
10000000
ммммммΧ

ώϑάL5έΥ мΣ άƴŀƳŜέΥ ά!ƭƛŎŜέΣ άDt!έΥ оΦтΣ άŀƎŜέΥ нлϒΣ
ϑάL5έΥ нΣ άƴŀƳŜέΥ ά.ƻōέΣ άDt!έΥ нΦфΣ άŀƎŜέΥ мфϒΣ
ϑάL5έΥ оΣ άƴŀƳŜέΥ ά/ŀǊƻƭέΣ άDt!έΥ оΦпΣ άŀƎŜέΥ ноϒΣ Χϐ

Why Is read_sql memory costly?
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ωHowto savememory?

ωEfficientdata representationςAvoidPythonobject inflation.

ωStreamworkflow ςDonot keepmultiple copies of entiredata.

ωHowto speedup?
ωParallelexecutionςLeveragingmultiple CPUcores.

ωPre-allocationςAvoid data copying.

ωPythonstring allocationoptimizationςReducingcontentionon GIL.

ωHowto be extensible?

ωModular interfaceςExtensibleto new databases/dataframes.

ωDSLfor type mappingςSaves 97% LoC.

Key Ideas
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Evaluation Setup

ωDatasets:TPC-H(60Mrows, 16 cols), DDoS (12.8M rows, 85 cols)

ωBaselines:Pandas,Dask, Modin,Turbodbc

Platform CPU Memory Bandwidth

AWS EC2 r5.4xlarge 16vCPUs 128GB 10Gbps

DBMS-A

read_sql
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Speed Comparison

S
e

co
n

d
s

Takeaway : ConnectorX is 
much faster than ALL other 
baselines in ALL scenarios .
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Memory Comparison

Takeaway : ConnectorX is one of the BEST solution in ALL scenarios.
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https:// github.com / sfu -db /connector -x

2K+ Stars35M+ Downloads 50+ Contributors
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A Lot of Exciting Opportunities

[1] Xiaoying Wang, Weiyuan Wu, JinzeWu, Yizhou Chen, Nick Zrymiak, ChangboQu, Lampros Flokas, George Chow, Jiannan Wang, TianzhengWang, Eugene Wu, Qingqing Zhou. 

ConnectorX: Accelerating Data Loading From Databases to Dataframes. VLDB 2022.

[2] Xiaoying Wang, Jiannan Wang, TianzhengWang, Yong Zhang. Accio: Bolt-on Query Federation. VLDB 2025.

Accelerating data loading by 10x+ [ConnectorX@VLDB2022]

Enabling query federation across DS engines [Accio@VLDB2025]

How to pick up a research problem

Embracing open source in academia
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Motivation: Composable data science systems

Research Goal σModularize the core components of data systems and 
open -source them as reusable components

13 Dataframe systems! 

8 Numpy systems! 
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Data Science Engines Need Query Federation

Customers

Products

Sales

polars
Federated Query

SELECT ...
FROM my.Products P

JOIN my.Sales S
ON S.pid=P.id

JOIN pg.Customers C
ON S.cid=C.id

WHERE ...
GROUP BY ...
ORDER BY ...

35KGithub Stars
230MPyPI Downloads
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BUT, Query Federation Is NOT Well Supported

ωKey optimizations are not or only partially supported.

ωCan we fix them one by one? 

Requires intrusive changes.

Requires substantial engineering efforts.

Requires repeatedefforts.

Spark DuckDB ClickHouse DataFusion Polars

Federation Support ṉ ṉ ṉ

Join Pushdown

Query Partitioning

Join Pushdown

Query Partitioning
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Accio : Bolt -on Query Federation

Our Solution:

68

Polars QF

DuckDB QF

Spark QF

Built-in

Polars

DuckDB

Spark

Accio

Accio

Accio

Bolt-on

Existing Solution:

With only 50+ lines of code, Accio gives new engines efficient federated querying



Setup & Workflow

R

S

T

SELECT... FROM db1.R, db2.S , db1.T WHERER.a=S.a ANDR.b=T.b

DB1

DB2

Å db1 - t1
Å SELECT... FROM R, T WHERER.b=T.b

Å db2 - t2
Å SELECT... FROM S WHEREID < 1,000,000
Å SELECT... FROM S WHEREID >= 1,000,000

Å local
Å SELECT... FROM t1 , t2 WHEREt1 .a=t2.a

polars

Accio Rewrite

t1

t2
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Cost -based Join Pushdown

ωChallenges

ωSearchspaceis large.- Containjoin ordering!

ωNocontrol over the physicalexecution.- Uniqueto bolt-on!

ωProposea newjoin pushdownalgorithm

ωPrioritizingjoinsbypushdowncriterion:

ὦὩὲὩὪὭὸὙ ẚὙ
ὧέίὸὪὩὸὧὬὙ ẚὪὩὸὧὬὙ

ὧέίὸὪὩὸὧὬὙ ẚὙ

ωUsea heuristicalgorithmfor join orderingfor costestimation.
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Query Partitioning

ωTradeoffbetweengeneralityandeffectiveness.
ωExample query:SELECTa, b FROMR

ωStrategy 1: SELECTa, b FROMR_ὴὥὶὸ

ÅStrategy 2: SELECTa, b FROMR where a ᶰὰέύὩὶȟόὴὴὩὶ

ωProposeanextensiblemechanismthat could:
ωAccommodatevariousquerypartitioningstrategies.

ωSeamlesslyintegratedinto the cost-basedrewrite process.
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Evaluation Setup

ωDatasets:TPC-H (SF=1, 10, 50),JOB

ωDSEngines:Spark,DuckDB, chDB, DataFusion, Polars

polars

CPU Memory Bandwidth

32vCPUs 128GB 1Gbps,10Gbps
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Spark w/wo Accio v.s. Trino (10Gbps)

Takeaway 1: Accio significantly improves the performance of federation for Spark.

Takeaway 2: With Accio , Spark consistently outperforms Trino.
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A Lot of Exciting Opportunities

[1] Xiaoying Wang, Weiyuan Wu, JinzeWu, Yizhou Chen, Nick Zrymiak, ChangboQu, Lampros Flokas, George Chow, Jiannan Wang, TianzhengWang, Eugene Wu, Qingqing Zhou. 

ConnectorX: Accelerating Data Loading From Databases to Dataframes. VLDB 2022.

[2] Xiaoying Wang, Jiannan Wang, TianzhengWang, Yong Zhang. Accio: Bolt-on Query Federation. VLDB 2025.

Accelerating data loading by 10x+ [ConnectorX@VLDB 2022]

Enabling query federation across DS engines [Accio@VLDB2025]

How to pickup a researchproblem

Embracing open source in academia
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How to pick up a research problem

ManyslidesarecopiedfromάCS294: AI for Systems and Systems for AI Logistics, Overview, Trendsέ 75



How torise above the ñnoiseò? 

ñA New Golden Age in Computer Architecture: Empowering the Machine-Learning Revolutionò,

https://ieeexplore.ieee.org/document/8259424 76



Work on great problems!

ωManystudentsaregood problem solvers
ωGood grades

ωGood scores

ωΧ

ωAs such, the biggest differentiator is the problem you are working on
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Four Questions to ask when picking a problem

ωQ1 - Impact. What will happen if I solve this problem? 

ω The more people care, the better

ωQ2 - Priority. Who else is working on the problem? 

ω Increases the chances of being first to solve this problem

ωQ3 - Expertise.Why me? 

ω You have an expertise to solve the problem

ωQ4 - Incremental.Is there a meaningful milestone I can get to fast? 

ω Help you make rapid progress, iterate, better understand the problem 
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Case Study: Data Preparation
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